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Abstract. Discussion forums are commonly used in online learning en-
vironments for teaching programming, to create a platform for students
to discuss course content. This platform of interaction is not without
its challenges, as students regularly repeat questions that others have
asked, both within and across offerings of a particular course. If past
answers can be reliably provided to students, it eliminates the need for
repetition and provides students with immediate assistance. This study
investigates an approach to enable this through the addition of a search
feature that indexes and queries discussion forum messages from a pre-
vious year to answer student questions. In particular, the paper presents
a comparison of different ranking approaches based on the exploitation
of domain-specific features of a social discussion forum on a learning
management system, in particular, the authority of respondents. Results
show that information retrieval can yield relevant answers to students in
a programming course within the first 3-5 results, with some improve-
ment in the outcomes when the social notion of authority in exploited.
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1 Introduction

Discussion forums are a common tool for students and teachers to use in online
learning environments such as learning management systems. They offer a new
platform for communication that improves the learning process for the students
who participate in the forum [5] and adds a new dimension to the course in
conjunction with traditional teaching methods of lectures and tutorials. The
first year computer science courses at University X make use of a basic threaded
social discussion forum that students in the course can use to post questions
they have about the course content or any other matter relating to the course as
a whole. Social discussion forums go beyond discussion forums by incorporating
elements commonly found in social networks; in the system that is the focus of
this study, there are identities and groups, notifications and likes [15].



The threaded nature of the forum allows lecturers, tutors and other students
to answer questions and then have focused discussions [12] while other questions
can be asked and then responded to in their own threads. This forum is used by
the students for topics ranging from questions about course content to general
course administration questions to other common questions many first year stu-
dents have. The discussion forum functions well as a platform for communication
amongst students as it is always available and the asynchronous nature of such a
discussion forum also allows lecturers and tutors to provide feedback and other
forms of assistance to students when they are able to do so. While the students
in the courses change every year, the lecturing staff change less frequently. This
leads to questions from students in the discussion forum being repeated from
year to year and sometimes even within the same year. This can be frustrating
for the lecturing staff who have to repeatedly answer the same questions. More
critically, if the answer is already available in a previous offering of the course,
there is need to answer the same question again. Further, this answer can be
provided to students immediately.

This paper argues that a search feature would allow students to look for
previous answers before posting new questions, but also that a domain-specific
search system, using variable boosted queries by authority of posters, would
make better use of the nature of social discussion data to provide more relevant
answers to users.

2 Information Retrieval

Information Retrieval [8] is the area of Computer Science concerned with the
development of search engines and related technologies. A search engine is fun-
damentally comprised of an indexing system that processes a collection of data
and creates an index; and a querying system that submits queries and returns a
list of ranked results to the user.

Ranked retrieval [9] is what makes such systems fundamentally different from
traditional database systems. In a traditional database, an item of data either
matches or does not match a query. In a traditional information retrieval system,
every item of data matches a query to a certain degree, and this degree can be
used to sort results in order of probable relevance. Common formulations for
this matching function include a combination of the number of occurrences of a
term in a document and the rarity of the term.

Domain-specific search goes beyond general information retrieval algorithms
to incorporate and exploit aspects of the data specific to an application areas.
For example, patent search [11] will incorporate structural information into the
matching function so some aspects of the patents are deemed to be more impor-
tant than others.

Information retrieval algorithms are evaluated by comparing algorithms using
a set of well-established metrics calculated on whether or not a user deems a
result to be relevant to a query (for every query and every result) [10] [8]:

— Recall, which indicates how many of the relevant results have been found



— Precision, which indicates how many of the results that have been found are
relevant

— Mean Average Precision, which takes the average precision of the set {first
1 result, first 2 results, ... first n results}

— Normalized Discounted Cumulative Gain, which takes a weighted average
that favours results at the top of the list

3 Related work

The use of information retrieval techniques for many Web search tasks is well
understood [13], however, online discussion forums represent a different challenge
in that they tend to follow conversational style of group interactions that differs
significantly from the Web 1.0 [14] approach of a single static piece of content.
This conversational aspect often leads to the question a person is asking being
mixed in with other sentences describing the context the person is in, which can
be further complicated by single posts potentially containing multiple interlinked
questions. The context of a question is generally important to the people who
answer the questions, but the conversational nature of online forums tends to
produces many answers to a single question. The answer posts are also not
straight forward to interpret as they too contain context to frame the answer.
The answer posts may still only contain partial answers or only answers to a
few of the questions posed in the original question post, while other answer
posts may go into unnecessary detailed answers for the information need of the
question. The combination of these factors is what makes this a difficult problem
in information retrieval, however, there are attempts to solve the problem of
effective search through online discussion forums.

An approach used by Cong et al. [1] to analyse forum data is to link questions
and answers from threads to improve search performance. They used a two part
approach consisting of a pattern based classification method to detect questions
in forum threads, along with a graph propagation approach to finding answers
in the thread.

This work was continued by Hong et al. [2] who looked at other methods to
identify question-answer pairs. Their methods differ from the work by Cong et al.
through trying to detect answers without analysing the potential answer post’s
content. They were able to improve on the methods used by Cong et al. for a
question detection method by performing analysis on the question posts rather
than by using a pure classification approach. Hong et al. also found that us-
ing information about the users who made the posts improved relevance-based
retrieval performance. Their ranking scheme that combines authorship, which
considers the quality of other posts made by the user, and the position of the
answer post, significantly out-performed the other ranking methods they exam-
ined.

Another related work is that of Elsas et al.[3] who looked at several algo-
rithms for searching threaded message structures. They found that recognising
the message thread structure and that evaluating messages in a thread indi-
vidually performs better than methods that treat the entire thread as a single



document. This result is validated by the work by Seo et al. [4] who also found
that considering the thread structure of discussion forums improves search per-
formance. While their paper focuses on their approach to thread structure iden-
tification and annotation, their findings also support the idea that the use of the
thread structure improves search performance.

While most prior work was aimed at question answering in general-purpose
online forums, this study is specifically about students who are learning pro-
gramming.

4 Methodology

4.1 Overview

In order to answer the research questions, a proof of concept system was first
developed. This was to confirm how users would interact with a real system and
demonstrate the core functionality. The results of the different algorithmic ap-
proaches were then compared in terms of standard information retrieval metrics.

Experimental Design

As the aim of this research is to compare the different methods to rank re-
sults, any information retrieval toolkit would suffice for indexing and querying
purposes. Apache Solr! was used as it supports query time result boosting.

The 2013 first year discussion forum data was used as the test collection
to be searched. The first step was to create a new document collection within
Solr, into which the data could be indexed. To this collection a list of stopwords
(common words that can be ignored, such as ‘the’) was added, along with a few
other configuration settings that were based on the example simple configura-
tion settings in the Solr documentation [6]. The data was converted from an
SQL database dump (obtained from the learning management system) into an
XML formatted file that conformed to the Solr XML specification for adding
documents to a collection. This XML file was then added to the Solr collection
and indexed through the POST tool provided with Solr.

To answer the research questions, 2 different methods for ranking results
were compared. The domain-specific method used Solr’s query time boosting to
change the order of the results; this is a mechanism to multiply the effect of
one or more fields when calculating a score for each result, thereby boosting the
results (moving them higher up the result list) if they contain higher values in
those fields.

The first ranking method (NORM) was to take the results as Solr returned
them. The second method (AUTH) was to boost results that were made by
authoritative figures; in this context these would be lecturers and tutors.

In Solr the process of performing query time boosting is done through user
specified query parameters. This includes which query parser to use, which fields

! http://lucene.apache.org/solr/



to boost and which fields to search. For this experiment the dismax query parser
was used as it is designed for working with simple queries and supports field
boosting [7]. The query boosting was achieved through the boost query parame-
ter, which boosts all results based on the searchable fields listed in the parameter.
For the AUTH system the boost query parameter was set to the lecturer and
tutor fields; these are boolean fields indicating whether or not a lecturer or tutor
posted a particular message.

Test Query selection

To compare the ranking methods, a set of queries is required. This set of queries
was randomly drawn from the 2014 discussion forum data. This was done to
provide a more realistic set of queries as, in practice, the system would be exposed
to student questions that are expressing an information need, in the form of a
discussion forum post.

The process for randomly selecting queries was as follows. All the top level
comments in the 2014 data were randomly sorted and then the first 32 questions
were selected. The questions were selected at the researchers discretion as to
which top level comments constituted a post containing a question. This selection
process was used as not all top level posts are questions or, more specifically, the
criteria for selection was that the post expressed an information need.

User Study

Once the list of queries was established, each query was submitted to Solr,
through the Solr query endpoint Web service. Each query was submitted twice,
once for each ranking method. The number of results for a single query on each
method was restricted to only the top 30 results. This cut-off was also chosen as
the final system will only display a very small number, much fewer than 30, of
results to the students. The distinct results for each query, across the 2 ranking
methods, were then combined to form a superset of unique results for each query.
This superset is what was given to participants to assign relevance scores to each
result.

The process of how the participants provided feedback was as follows. Each
participant was randomly assigned 8 queries (of the 32) and each query was
assigned to 5 people at random, thus making a total of 20 participants. Then,
for each result to each of the 8 queries the participant was assigned, they rated
how relevant that result was to the given query on a scale from 1 to 5. This scale
was used to allow for a variable amount of relevance for each result as some
results are more useful than others; in addition to this the scale allows for an
average relevance for a given result to be calculated.

This study was conducted through an instance of the limesurvey tool hosted
by the research group.



Data Analysis

After all the results had been given a relevance rating, the information was
moved out of limesurvey and split up into the results for the 2 ranking methods.
To calculate the precision, recall and mean average precision (MAP), a binary
classification of relevance is required. In binary relevance, a result is either rele-
vant or not. To do this a cut-off of 3 was chosen; this means that any result with
an average relevance of 3 or more was deemed to be relevant. As the relevance
of every document in the collection was not known, the whole-set approach for
recall and precision could not be used; rather these metrics were calculated at
various ranks within the results, e.g., recall for the top 5 results. The significance
of using recall and precision at 3 and 5 is that those are typical of the number
of results shown to users in a popup search interface.

Recall and precision were first calculated for each of the 30 result subsets,
averaged over the users who repeated the assessment for each query. The MAP
was then calculated using the precision values. The final measure that was cal-
culated was the normalized discounted cumulative gain (NDCG); this is the only
measure that does not require results to be given a binary relevance class and
as such was calculated with the average relevance assigned by the participants.
All these metrics were implemented in their standard formulations, as outlined
earlier.

5 Results

The results are given in Figure 1 and Table 1.

Table 1 shows the precision, recall, MAP and NDCG of the different methods
at various result ranks. Figure 1 shows the interpolated precision-recall curve for
the systems.

NORM AUTH
Pa@3 [0.3021 0.3021
R@3 ]0.4732 0.4911
pPa@5s 0.3 0.3
R@5 |0.5427 0.5617
MAP |0.3793 0.3882
NDCG@3 |0.5955 0.6034
NDCG@5 |0.6139 0.6211
NDCG@30(0.8292 0.834
Table 1. Table of the precision, recall, MAP and NDCG at various ranks. P@3 denotes
the precision at the third result. R@Q5 denotes the recall at the fifth result. NDCG@3
denotes the NDCG at the third result.

Both ranking methods achieve a recall of nearly half at rank three along
with a precision of a third. This means that within the first three results for



the ranking methods, one out of the first three results is relevant and about half
the relevant documents for the query are in the first three results. This does not
change significantly by the fifth result.
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Fig. 1. Figure showing the precision-recall curve for the different ranking methods.

Both ranking methods are very similar in terms of overall performance, with
the AUTH ranking methods having higher recall for lower ranked results. While
the difference is not substantial over the complete result set, the AUTH ranking
method produces the highest quality results.

The MAP of the systems is very similar, with the AUTH ranking method
performing better than the NORM method. This is a continued trend as seen
in all the other metrics. From the above results it is clear that boosting results
that are made by authoritative figures yields improvements over a standard
information retrieval system.

6 Conclusion

This research aimed to determine if information retrieval methods can be applied
to give students answers based on previous years’ interactions, and if domain-
specific features can be exploited for this. Results indicate that indeed it is
possible to find relevant answers using information retrieval algorithms, and that
the relevance of answers can be improved by exploiting authority as a domain-
specific feature. Future work can investigate other domain-specific features in this
domain to improve on answerability of questions without human intervention.
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